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Welcome !

Aurélia Fèvre (INRIA/LIP-ENS Lyon)
Aurelia.Fevre@ens-lyon.fr
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Schedule of the Day

Presentations

Lunch (12.20pm - 1.50pm)
In the ”salle de direction” of the CROUS restaurant.

Dinner
Restaurant ”Les Adrets”
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Morning Session

Short presentation of MUMPS

Stéphane Pralet and Jean-Pierre Delsemme, SAMTECH
Integration of MUMPS in SAMCEF Mecano

Stéphane Operto, Géosciences Azur
Seismic wave propagation modelling using a frequency-domain
finite difference method : application to seismic imaging

Coffee break

MUMPS team
Controlling MUMPS accuracy and efficiency

MUMPS team
Future functionalities and on-going projects

Emmanuel Agullo, PhD Student, LIP
Out-Of-Core parallel factorization

Tzvetomila Slavova, PhD student, CERFACS
Out-Of-Core parallel solution
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Afternoon Session

Guillaume Sylvand, EADS
Simulation in electromagnetism at EADS-CRC using MUMPS for
coupled BEM/FEM.

Ken Stanley, Interactive SuperComputing
Power to the people : Bringing MUMPS to the masses.

Hong Zhang, Illinois Institute of Technology and Argonne
National Laboratory
Design, Implementation and Applications of PETSc-MUMPS
Interface

Coffee break

MUMPS team
Parallelism in MUMPS

Luc Giraud, ENSEEIHT-IRIT
From direct to iterative substructuring : some parallel experiences
in 2 and 3D

General Discussion
A. Fèvre Welcome ! 5



Dinner

Departure from ENS at 7.15pm
Meeting at 7.50pm at the restaurant

Restaurant ”Les Adrets”
30 rue du Boeuf Lyon 5◦

From ENS : metro B to ”Saxe-Gambetta”,
then metro D to ”Vieux Lyon”
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Short presentation of MUMPS

Aurélia Fèvre (INRIA/LIP-ENS Lyon)
Aurelia.Fevre@ens-lyon.fr
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History

Outline

1 History

2 Users

3 The MUMPS package
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History

History

At the beginning : LTR ( Long Term Research) European project,
from 1996 to 1999

Led to first public domain version

Now : MUMPS is supported by
I CERFACS,
I ENSEEIHT-IRIT,
I INRIA (Lyon, Bordeaux).
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History

History

Main contributors since 1996 : Patrick Amestoy, Iain Duff, Abdou
Guermouche, Jacko Koster, Jean-Yves L’Excellent, Stéphane
Pralet

Current development team :
I Patrick Amestoy, ENSEEIHT-IRIT
I Aurélia Fèvre, INRIA
I Abdou Guermouche, INRIA-LABRI
I Jean-Yves L’Excellent, INRIA
I Stéphane Pralet, now working for SAMTECH

Phd Students
I Emmanuel Agullo, ENS-Lyon
I Tzvetomila Slavova, CERFACS.
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History

MUMPS is public domain, avail. free of charge

This version of MUMPS is provided to you free of charge. It is
public domain, based on public domain software developed during
the Esprit IV European project PARASOL (1996-1999) by CERFACS,
ENSEEIHT-IRIT and RAL. Since this first public domain version
in 1999, the developments are supported by the following
institutions: CERFACS, ENSEEIHT-IRIT, and INRIA.

Main contributors are Patrick Amestoy, Iain Duff, Abdou Guermouche,
Jacko Koster, Jean-Yves L’Excellent, and Stephane Pralet.

Up-to-date copies of the MUMPS package can be obtained
from the Web pages http://www.enseeiht.fr/apo/MUMPS/
or http://graal.ens-lyon.fr/MUMPS

THIS MATERIAL IS PROVIDED AS IS, WITH ABSOLUTELY NO WARRANTY
EXPRESSED OR IMPLIED. ANY USE IS AT YOUR OWN RISK.
...
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History

MUMPS is public domain, avail. free of charge

User documentation of any code that uses this software can
include this complete notice. You can acknowledge (using
references [1], [2], and [3] the contribution of this package
in any scientific publication dependent upon the use of the
package. You shall use reasonable endeavours to notify
the authors of the package of this publication.

[1] P. R. Amestoy, I. S. Duff and J.-Y. L’Excellent,
Multifrontal parallel distributed symmetric and unsymmetric solvers,
in Comput. Methods in Appl. Mech. Eng., 184, 501-520 (2000).
[2] P. R. Amestoy, I. S. Duff, J. Koster and J.-Y. L’Excellent,
A fully asynchronous multifrontal solver using distributed dynamic
scheduling, SIAM Journal of Matrix Analysis and Applications,
Vol 23, No 1, pp 15-41 (2001).
[3] P. R. Amestoy and A. Guermouche and J.-Y. L’Excellent and
S. Pralet, Hybrid scheduling for the parallel solution of linear
systems. Parallel Computing Vol 32 (2), pp 136-156 (2006).
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Users

Outline

1 History

2 Users

3 The MUMPS package
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Users

Users

≈ 1000 users, 2 requests per day

Academics or industrials

Type of applications :
◦ Fluid dynamics, Magnetohydrodynamic, Physical Chemistry
◦ Wave propagation and seismic imaging, Ocean modelling
◦ Acoustics and electromagnetics propagation
◦ Biology
◦ Finite Element Analysis, Optimization, Simulation
◦ . . .
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Users

Users
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The MUMPS package

Outline

1 History

2 Users

3 The MUMPS package
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The MUMPS package

Direct method vs. Iterative method

Direct

Very general technique
◦ High numerical accuracy
◦ Sparse matrices with

irregular patterns

Factorization of A
◦ May be costly in terms of

memory for factors
◦ Factors can be reused for

multiple right-hand sides

Iterative

Efficiency depends on the type
of the problem

◦ Convergence
preconditionning

◦ Numerical properties
structure of A

Requires the product of A by a
vector

◦ Less costly in terms of
memory and possibly flops

◦ Solutions with successive
right-hand sides can be
problematic
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The MUMPS package

The multifrontal method (Duff, Reid’83)
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The MUMPS package

MUMPS

MUMPS solves large systems of linear equations of the form Ax=b by
factorizing A into A=LU or LDLT. It uses a multifrontal technique
which is a direct method.

3 main steps (plus initialization and termination) :

SOLVE
JOB = 3JOB = 2

FACTORIZATION
JOB = −2

ANALYSIS
JOB = 1

JOB = −1

JOB=-1 : initialize solver type (LU , LDLT ) and default parameters
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The MUMPS package

MUMPS

MUMPS solves large systems of linear equations of the form Ax=b by
factorizing A into A=LU or LDLT. It uses a multifrontal technique
which is a direct method.

3 main steps (plus initialization and termination) :
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JOB = 1
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JOB=-1 : initialize solver type (LU , LDLT ) and default parameters
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The MUMPS package

MUMPS

MUMPS solves large systems of linear equations of the form Ax=b by
factorizing A into A=LU or LDLT. It uses a multifrontal technique
which is a direct method.

3 main steps (plus initialization and termination) :

SOLVE
JOB = 3JOB = 2

FACTORIZATION
JOB = −2

ANALYSIS
JOB = 1

JOB = −1

JOB=1 : analyse the structure of the matrix, build an ordering, prepare
data for factorization
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The MUMPS package

MUMPS

MUMPS solves large systems of linear equations of the form Ax=b by
factorizing A into A=LU or LDLT. It uses a multifrontal technique
which is a direct method.

3 main steps (plus initialization and termination) :

SOLVE
JOB = 3JOB = 2

FACTORIZATION
JOB = −2

ANALYSIS
JOB = 1

JOB = −1

JOB=2 : (parallel) numerical factorization
A = LU
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The MUMPS package

MUMPS

MUMPS solves large systems of linear equations of the form Ax=b by
factorizing A into A=LU or LDLT. It uses a multifrontal technique
which is a direct method.

3 main steps (plus initialization and termination) :

SOLVE
JOB = 3JOB = 2

FACTORIZATION
JOB = −2

ANALYSIS
JOB = 1

JOB = −1

JOB=3 : solution step
forward and backward substitutions (Ly = b,Ux = y)
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The MUMPS package

MUMPS

MUMPS solves large systems of linear equations of the form Ax=b by
factorizing A into A=LU or LDLT. It uses a multifrontal technique
which is a direct method.

3 main steps (plus initialization and termination) :

SOLVE
JOB = 3JOB = 2

FACTORIZATION
JOB = −2

ANALYSIS
JOB = 1

JOB = −1

JOB=-2 : termination
deallocate all MUMPS data structures
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The MUMPS package

Functionalities, Features

Main features

Symmetric or unsymmetric matrices (partial pivoting)

Parallel factorization and solution phases (uniprocessor version
also available)

Iterative refinement and backward error analysis

Various matrix input formats assembled format distributed
assembled format sum of elemental matrices

Partial factorization and Schur complement matrix

Version for complex arithmetic

Several orderings interfaced : AMD, AMF, PORD, METIS,
SCOTCH
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The MUMPS package

Functionalities, Features

Recent features

Symmetric indefinite matrices : preprocessing and 2-by-2 pivots

Hybrid scheduling

2D cyclic distributed Schur complement

Sparse Multiple right-hand side

Interfaces to MUMPS : Fortran, C, Matlab (S. Pralet, while at
ENSEEIHT-IRIT) and Scilab (A. Fèvre, INRIA)
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Using MUMPS efficiently and accurately

MUMPS team
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Preprocessing sparse matrices

Outline

1 Preprocessing sparse matrices

2 Fill-in and reordering

3 Preprocessing unsymmetric matrices

4 Preprocessing symmetric matrices
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Preprocessing sparse matrices

Solve Ax = b, A sparse

Approach : resolution with a 3 phase approach

Analysis phase
I preprocess the matrix
I prepare factorization

Factorization phase
I symmetric positive definite → LLT

I symmetric indefinite → LDLT

I unsymmetric → LU

Solution phase exploiting factored matrices.

Postprocessing of the solution (iterative refinements and backward
error analysis).
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Preprocessing sparse matrices

Sparse solver : only a black box ?

Default (often automatic/adaptive) setting of the options is available ;
However, a better knowledge of the options can help the user to
further improve its solution.

Describe preprocessing options that are most critical to both
performance and accuracy.

Preprocessing may influence :
I Operation cost and/or computational time
I Size of factors and/or memory needed
I Reliability of our estimations
I Numerical accuracy.
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Preprocessing sparse matrices

Ax = b ?

Fill-in and symmetric permutations

Numerical pivoting

Unsymmetric matrices ( A = LU )
I numerical scaling
I maximum transversal (set large entries on the diagonal)s on the

diagonal
I modified problem : A′x′ = b′ with A′ = PnDrPAQP tDc

Symmetric matrices ( A = LDLt ) :
design new algorithms that also preserves symmetry

I adapt scaling
I maximum transversal more complex.
I modified problem : A′ = PNDsPQtAQP tDsP

t
N
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Preprocessing sparse matrices

Preprocessing - illustration

Original (A =lhr01) Preprocessed matrix (A′(lhr01))
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Fill-in and reordering

Outline

1 Preprocessing sparse matrices

2 Fill-in and reordering

3 Preprocessing unsymmetric matrices

4 Preprocessing symmetric matrices

MUMPS team Using MUMPS efficiently and accurately 28



Fill-in and reordering

Fill-in and reordering

Step k of LU factorization (akk pivot) :

For i > k compute lik = aik/akk (= a′ik),

For i > k, j > k

a′ij = aij −
aik × akj

akk
= aij − lik × akj

If aik 6= 0 and akj 6= 0 then a′ij 6= 0
If aij was zero → non-zero a′ij must be stored : fill-in

 k j

k

i

x

x

x

x

 k j

k

i

x

x

x

0

Interest of X X X X X X 0 0 0 X
permuting X X 0 0 0 0 X 0 0 X
a matrix: X 0 X 0 0 0 0 X 0 X

X 0 0 X 0 0 0 0 X X
X 0 0 0 X X X X X X
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Fill-in and reordering

Fill-in and reordering

“Before permutation” Permuted matrix
(A”(lhr01)) (A′(lhr01))

0 200 400 600 800 1000 1200 1400

0

200

400

600

800

1000

1200

1400

nz = 18427
0 200 400 600 800 1000 1200 1400

0

200

400

600

800

1000

1200

1400

nz = 18427

Factored matrix (LU(A′))
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Fill-in and reordering

Fill-reducing heuristics

Three main classes of methods for minimizing fill-in during
factorization

Global approach : The matrix is permuted into a matrix with a
given pattern

I Fill-in is restricted to occur within that structure
I Cuthill-McKee (block tridiagonal matrix)
I Nested dissections (“block bordered” matrix).

Graph partitioning Permuted matrix

(1)

(5)

(4)

(2)

S1

S2

S3

S1

1
2

3
4

S2

S3
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Fill-in and reordering

Fill-reducing heuristics

Local heuristics : At each step of the factorization, selection of the
pivot that is likely to minimize fill-in.

I Method is characterized by the way pivots are selected.
I Markowitz criterion (for a general matrix).
I Minimum degree (for symmetric matrices).

Hybrid approaches : Once the matrix is permuted in order to
obtain a block structure, local heuristics are used within the
blocks.
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Fill-in and reordering

Impact of fill-reducing heuristics

Reordering
technique

Shape of the tree observations

AMD

Deep well-balanced

Large frontal matrices
on top

AMF
Very deep unbalanced

Small frontal matrices
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Reordering
technique

Shape of the tree observations

PORD
deep unbalanced

Small frontal matrices

SCOTCH

Very wide
well-balanced

Large frontal matrices

METIS

Wide well-balanced

Smaller frontal
matrices (than
SCOTCH)



Fill-in and reordering

Impact of fill-reducing heuristics

Size of factors (millions of entries)

METIS SCOTCH PORD AMF AMD

gupta2 8.55 12.97 9.77 7.96 8.08
ship 003 73.34 79.80 73.57 68.52 91.42
twotone 25.04 25.64 28.38 22.65 22.12
wang3 7.65 9.74 7.99 8.90 11.48
xenon2 94.93 100.87 107.20 144.32 159.74

Peak of active memory (millions of entries)

METIS SCOTCH PORD AMF AMD

gupta2 58.33 289.67 78.13 33.61 52.09
ship 003 25.09 23.06 20.86 20.77 32.02
twotone 13.24 13.54 11.80 11.63 17.59
wang3 3.28 3.84 2.75 3.62 6.14
xenon2 14.89 15.21 13.14 23.82 37.82
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Fill-in and reordering

Impact of fill-reducing heuristics

Number of operations (millions)

METIS SCOTCH PORD AMF AMD

gupta2 2757.8 4510.7 4993.3 2790.3 2663.9
ship 003 83828.2 92614.0 112519.6 96445.2 155725.5
twotone 29120.3 27764.7 37167.4 29847.5 29552.9
wang3 4313.1 5801.7 5009.9 6318.0 10492.2
xenon2 99273.1 112213.4 126349.7 237451.3 298363.5

Matrix coneshl (SAMTECH, ≈ 1 million equations)

factor Total memory Floating-point
Matrix order entries required operations

coneshl METIS 687 ×106 8.9 GBytes 1.6×1012

PORD 746 ×106 8.4 GBytes 2.2×1012

MUMPS team Using MUMPS efficiently and accurately 36



Fill-in and reordering

Impact of fill-reducing heuristics

Time for factorization (seconds)

1p 16p 32p 64p 128p

coneshl METIS 970 60 41 27 14
PORD 1264 104 67 41 26

audi METIS 2640 198 108 70 42
PORD 1599 186 146 83 54

Matrices with quasi dense rows :
Impact on the analysis time (seconds) of gupta2 matrix

AMD METIS QAMD

Analysis 361 52 23
Total 379 76 59
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Numerical threshold pivoting

Numerical pivoting during LU factorization

Let A =
[

ε 1
1 1

]
=

[
1 0
1
ε 1

]
×

[
ε 1
0 1− 1

ε

]
κ2(A) = 1 + O(ε).
If we solve : [

ε 1
1 1

] [
x1

x2

]
=

[
1 + ε

2

]
Exact solution :x∗ = (1, 1).

ε ‖x∗−x‖
‖x∗‖

10−3 6× 10−6

10−9 9× 10−8

10−15 7× 10−2

Tab.: Relative error as a function of ε.
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Numerical threshold pivoting

Numerical pivoting during LU factorization (II)

Even if A well-conditioned then Gaussian elimination might
introduce errors.

Explanation : pivot ε is too small (relative)

Solution : interchange rows 1 and 2 of A.[
1 1
ε 1

] [
x1

x2

]
=

[
2

1 + ε

]
→ No more error.
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Numerical threshold pivoting

Threshold pivoting for sparse matrices

LU factorization
I Threshold u : Set of eligible pivots =

{r | |a(k)
rk | ≥ u×maxi |a(k)

ik |}, where 0 < u ≤ 1.
I Among eligible pivots select one preserving sparsity.

LDLT factorization
I Symmetric indefinite case : requires 2 by 2 pivots, e.g.

„
ε X
X ε

«

I 2×2 pivot P =
(

akk akl

alk all

)
:

|P−1|
(

maxi |aki|
maxj |alj |

)
≤

(
1/u
1/u

)
MUMPS : CNTL(1)=u ∈ [0, 1] ; default value 0.01

Static pivoting : Add small perturbations to the matrix of factors
to reduce the amount of numerical pivoting. MUMPS : CNTL(4).
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Numerical threshold pivoting

Threshold pivoting for sparse matrices

LU factorization
I Threshold u : Set of eligible pivots =

{r | |a(k)
rk | ≥ u×maxi |a(k)

ik |}, where 0 < u ≤ 1.
I Among eligible pivots select one preserving sparsity.

LDLT factorization
I Symmetric indefinite case : requires 2 by 2 pivots, e.g.

„
ε X
X ε

«

I 2×2 pivot P =
(

akk akl

alk all

)
:

|P−1|
(

maxi |aki|
maxj |alj |

)
≤

(
1/u
1/u

)
MUMPS : CNTL(1)=u ∈ [0, 1] ; default value 0.01

Static pivoting : Add small perturbations to the matrix of factors
to reduce the amount of numerical pivoting. MUMPS : CNTL(4).
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Numerical threshold pivoting

Threshold pivoting for sparse matrices

LU factorization
I Threshold u : Set of eligible pivots =

{r | |a(k)
rk | ≥ u×maxi |a(k)

ik |}, where 0 < u ≤ 1.
I Among eligible pivots select one preserving sparsity.

LDLT factorization
I Symmetric indefinite case : requires 2 by 2 pivots, e.g.

„
ε X
X ε

«

I 2×2 pivot P =
(

akk akl

alk all

)
:

|P−1|
(

maxi |aki|
maxj |alj |

)
≤

(
1/u
1/u

)
MUMPS : CNTL(1)=u ∈ [0, 1] ; default value 0.01

Static pivoting : Add small perturbations to the matrix of factors
to reduce the amount of numerical pivoting. MUMPS : CNTL(4).
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Preprocessing unsymmetric matrices

Outline

1 Preprocessing sparse matrices

2 Fill-in and reordering

3 Preprocessing unsymmetric matrices

4 Preprocessing symmetric matrices
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Preprocessing unsymmetric matrices

Preprocessing unsymmetric matrices - Scaling

Objective : Matrix equilibration to help threshold pivoting.

Row and column scaling : B = DrADc where Dr, Dc are
diagonal matrices to respectively scale rows and columns of A

I reduce the amount of numerical problems

Let A =
[

1 2
1016 1016

]
→ Let B = DrA =

[
1 2
1 1

]
I better detect real problems.

Let A =
[

1 1016

1 1

]
→ Let B = DrA =

[
10−16 1

1 1

]
Influence quality of fill-in estimations, accuracy, and number of
steps iterative refinement.

Should be activated when the number of uneliminated variables
(INFOG(16)) is large.

MUMPS : ICNTL(8) options
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Preprocessing unsymmetric matrices

Preprocessing - Maximum weighted matching (I)

Objective : Set large entries on the diagonal
I Unsymmetric permutation and scaling
I Preprocessed matrix B = D1AQD2

is such that |bii| = 1 and |bij | ≤ 1

Original (A =lhr01) Permuted (A′ = AQ)
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Preprocessing unsymmetric matrices

Preprocessing - Maximum weighted matching (II)

Influence of maximum weighted matching on the performance

Matrix Symmetry |LU | Flops Backwd
(106) (109) Error

twotone OFF 28 235 1221
ON 43 22 29

fidapm11 OFF 100 16 10
ON 46 28 29

On very unsymmetric matrices : reduce flops, factor size and
memory used.

In general improve accuracy, and reduce number of iterative
refinements.

Improve reliability of memory estimates.

MUMPS : ICNTL(6, 8) Maximum weighted matching options
and scaling based on Duff and Koster (1999,2001) ;
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Preprocessing unsymmetric matrices

Preprocessing - Maximum weighted matching (II)

Influence of maximum weighted matching on the performance

Matrix Symmetry |LU | Flops Backwd
(106) (109) Error

twotone OFF 28 235 1221 10 −6

ON 43 22 29 10−12

fidapm11 OFF 100 16 10 10−10

ON 46 28 29 10−11

On very unsymmetric matrices : reduce flops, factor size and
memory used.

In general improve accuracy, and reduce number of iterative
refinements.

Improve reliability of memory estimates.

MUMPS : ICNTL(6, 8) Maximum weighted matching options
and scaling based on Duff and Koster (1999,2001) ;
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Preprocessing unsymmetric matrices

Preprocessing - Maximum weighted matching (II)

Influence of maximum weighted matching on the performance

Matrix Symmetry |LU | Flops Backwd
(106) (109) Error

twotone OFF 28 235 1221 10 −6

ON 43 22 29 10−12

fidapm11 OFF 100 16 10 10−10

ON 46 28 29 10−11

On very unsymmetric matrices : reduce flops, factor size and
memory used.

In general improve accuracy, and reduce number of iterative
refinements.

Improve reliability of memory estimates.

MUMPS : ICNTL(6, 8) Maximum weighted matching options
and scaling based on Duff and Koster (1999,2001) ;
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Preprocessing symmetric matrices

Outline

1 Preprocessing sparse matrices

2 Fill-in and reordering

3 Preprocessing unsymmetric matrices

4 Preprocessing symmetric matrices
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Preprocessing symmetric matrices

Preprocessing symmetric matrices (Duff and Pralet (2004,
2005)

Symmetric scaling : Adapt MC64 unsymmetric scaling :

let D =
√

DrDc, then B = DAD is a symmetrically scaled matrix
which satisfies

∀i, |biσ(i)| = ||b.σ(i)||∞ = ||bT
i. ||∞ = 1

where σ is the permutation from the unsym. transv. algo.

Influence of scaling on augmented matrices K =
(

H A
AT 0

)
Total time Nb of entries in factors (millions)

(seconds) (estimated) (effective)
Scaling : OFF ON OFF ON OFF ON

cont-300 45 5 12.2 12.2 32.0 12.4
cvxqp3 1816 28 3.9 3.9 62.4 9.3
stokes128 3 2 3.0 3.0 5.5 3.3
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Preprocessing symmetric matrices

Preprocessing symmetric matrices - Compressed ordering

Perform an unsymmetric weighted matching

Matched entry
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Preprocessing symmetric matrices

Preprocessing symmetric matrices - Compressed ordering

Perform an unsymmetric weighted matching

Select matched entries

Select Matched entry

Selected Matched entry
Matched entry

MUMPS team Using MUMPS efficiently and accurately 47



Preprocessing symmetric matrices

Preprocessing symmetric matrices - Compressed ordering

Perform an unsymmetric weighted matching

Select matched entries

Symmetrically permute matrix to set large entries near diagonal
j1 j2 j3 j4 j5 j6 j1 j4 j2 j3 j5 j6

Selected entries

Permute B = Qt A Q
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Preprocessing symmetric matrices

Preprocessing symmetric matrices - Compressed ordering

Perform an unsymmetric weighted matching
Select matched entries
Symmetrically permute matrix to set large entries near diagonal
Compression : 2× 2 diagonal blocks become supervariables.

Compress permuted matrix B 

Influence of using a compressed graph (with scaling)

Total time Nb of entries in factors in Millions

(seconds) (estimated) (effective)
Compression : OFF ON OFF ON OFF ON

cont-300 5 4 12.3 11.2 32.0 12.4
cvxqp3 28 11 3.9 7.1 9.3 8.5
stokes128 1 2 3.0 5.7 3.4 5.7
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Preprocessing symmetric matrices

Preprocessing symmetric matrices - Constrained ordering

Part of matrix sparsity is lost during graph compression
Constrained ordering : only pivot dependency within 2× 2 blocks
need be respected.
Ex : k → j indicates that if k is selected before j then j must be
eliminated together with k.

j k

if j is selected first then no more constraint on k.
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Preprocessing symmetric matrices

Preprocessing symmetric matrices - Constrained ordering

Constrained ordering : only pivot dependency within 2× 2 blocks
need be respected.

j k

Influence of using a constrained ordering (with scaling)

Total time Nb of entries in factors in Millions

(seconds) (estimated) (effective)
Constrained : OFF ON OFF ON OFF ON

cvxqp3 11 8 7.2 6.3 8.6 7.2
stokes128 2 2 5.7 5.2 5.7 5.3

MUMPS : ICNTL(12,6,8) ordered priority of controls
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Future Functionalities and on-going Projects

MUMPS team

MUMPS team Future Functionalities and on-going Projects 49



Introduction

Objectives of the presentation :

present main functionalities that we plan to make available in
MUMPS in the next 2-3 years

give point of view of MUMPS developers

get reactions / input from users

Main priorities for/when developing a new functionality :

treat larger problems efficiently

answer the (various) needs of our users

identify research interests
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List of Future Functionalities

1 Partial Factorization and Schur complement

2 Singular matrices and detection of null pivots

3 Out-of-core Execution

4 Parallel Analysis Phase

5 Other Functionalities

6 On-going Projects
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Partial Factorization and Schur complement

Outline

1 Partial Factorization and Schur complement

2 Singular matrices and detection of null pivots

3 Out-of-core Execution

4 Parallel Analysis Phase

5 Other Functionalities

6 On-going Projects
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Partial Factorization and Schur complement

Partial Factorization and Schur Complement

Partial factorization (MUMPS 4.6.3)

A =
(

A1,1 A1,2

A2,1 A2,2

)
=

(
L1,1 0
L2,1 I

) (
U1,1 U1,2

0 S

)

Input : list of interface variables (A2,2)

MUMPS (JOB=2) computes partial factorization and returns the
Schur complement S (dense matrix, possibly 2D block cyclic)

JOB=3 : Solve on the interior problem (A1,1)

MUMPS : functionality is controlled by ICNTL(19)

Applications : domain decomposition/substructuring, coupled
problems, . . .
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Partial Factorization and Schur complement

Partial Factorization and Schur Complement

(
A1,1 A1,2

A2,1 A2,2

) (
x1

x2

)
=

(
b1

b2

)

Build contribution on interface

We have :
Sx2 = (A2,2 −A2,1A

−1
1,1A1,2)x2 = b2 −A21A

−1
11 b1 = b′2

Steps to compute “reduced RHS” b′2 (needed for x2) :
1 call MUMPS (JOB=2) to factorize A11 and compute the Schur

complement S
2 call MUMPS (JOB=3) to get A−1

11 b1

3 perform a matrix-vector product involving A21

Future functionality : after step 1, call MUMPS (JOB=3,
ICNTL(25)=1) to compute b′2
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Partial Factorization and Schur complement

Partial Factorization and Schur Complement

(
A1,1 A1,2

A2,1 A2,2

) (
x1

x2

)
=

(
b1

b2

)

Extend interface solution to internal variables

Steps to compute x1 once x2 is known :
1 compute b′1 = b1 −A12x2

2 call MUMPS (JOB=3) to solve A11x1 = b′1

Future functionality : call MUMPS (JOB=3, ICNTL(25)=2) to
compute x1 from x2
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Partial Factorization and Schur Complement

(
A1,1 A1,2

A2,1 A2,2

) (
x1

x2

)
=

(
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b2

)

Extend interface solution to internal variables

Steps to compute x1 once x2 is known :
1 compute b′1 = b1 −A12x2

2 call MUMPS (JOB=3) to solve A11x1 = b′1

Future functionality : call MUMPS (JOB=3, ICNTL(25)=2) to
compute x1 from x2
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Partial Factorization and Schur complement

Remark

L21

L11

U11

U12

S

(
A1,1 A1,2

A2,1 A2,2

)
=

(
L1,1 0
L2,1 I

) (
U1,1 U1,2

0 S

)

b′2 = b2 −A21A
−1
11 b1 (outside MUMPS)

x1 = A−1
11 (b1 −A12x2) (outside MUMPS)

L21 and U12 need not be stored
b′2 = b2 − L21L

−1
11 b1 (new funct. JOB=3, ICNTL(25)=1)

x1 = U−1
11 ( L−1

11 b1 −U21x2) (new funct. JOB=3, ICNTL(25)=2)
L21 and U12 need to be stored

JOB=3 - value of ICNTL(25)
0 : solution on A11 only
1 : (partial) forward substitution
2 : (partial) backward substitution
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Partial Factorization and Schur complement

Example of Application : Substructuring

D2D1

D4D3

I(sparse)

Four domains Block structured matrix

A11

A22

A33

A44

1 For each domain Di : provide

(
Aii Ai,Ii

AIi,i Ii, Ii

)
and

(
bi

bIi

)
2 call MUMPS (JOB=2) to compute Schur complements Si

3 call MUMPS (JOB=3, ICNTL(25)=1) to compute b′Ii

4 Solve (outside MUMPS)
∑

i Si . xI =
∑

i b
′
Ii

for xI

5 call MUMPS (JOB=3, ICNTL(25)=2) to get internal solutions xi
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Singular matrices and detection of null pivots

Outline

1 Partial Factorization and Schur complement

2 Singular matrices and detection of null pivots

3 Out-of-core Execution

4 Parallel Analysis Phase

5 Other Functionalities

6 On-going Projects

MUMPS team Future Functionalities and on-going Projects 58



Singular matrices and detection of null pivots

Singular Matrices and Detection of Null Pivots

Typically : fix extra degrees of freedom (translation, rotation)

CNTL(3) : absolute threshold to accept a pivot

When factoring column i : if all entries in column i are smaller
than CNTL(3), two approaches :

1 replace pivot by huge value (CNTL(5) ?)
→ limits the impact of updates from this variable
→ denormalized numbers may appear
2 replace pivot by 1, and set complete column to 0
→ more changes needed in MUMPS

Return list of null pivots to user
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Singular matrices and detection of null pivots

Singular Matrices : User Requirements

Parallel case ? (need to post process factorization by ScaLAPACK)

Symmetric matrices only ? (or also unsymmetric ones)

Null space basis :
I Use list of null pivots and call MUMPS solution steps (JOB=3)
I Directly returned by MUMPS ?

Numerically difficult problems ? (rank-revealing algorithms)

New control parameter ICNTL(24)
I ICNTL(24)=0 : null pivots raise an error (INFOG(1)=-10)
I ICNTL(24)=1 : null pivots replaced by CNTL(5)
I ICNTL(24)=2 : set diagonal element to 1, row and column to 0
I . . . ?
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Out-of-core Execution

Outline

1 Partial Factorization and Schur complement

2 Singular matrices and detection of null pivots

3 Out-of-core Execution

4 Parallel Analysis Phase

5 Other Functionalities

6 On-going Projects
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Out-of-core Execution

Out-of-core Execution

Existing prototype (beta version) developed for SAMTECH S.A.
(also used by EADS and FFT)

Only the factors are stored to disk

Work in progress

See presentations by E. Agullo and T. Slavova

New control parameters ICNTL(22,23)
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Parallel Analysis Phase

Outline

1 Partial Factorization and Schur complement

2 Singular matrices and detection of null pivots

3 Out-of-core Execution

4 Parallel Analysis Phase

5 Other Functionalities

6 On-going Projects
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Parallel Analysis Phase

Parallel Analysis Phase

Motivations

The analysis is sometimes the bottleneck (memory, time of execution)
for processing large-scale problems :

out-of-core context

large numbers of processors

Two directions
1 Coupling with a parallel partitioner :

I PMETIS, Univ. Minnesota
I SCOTCH, F. Pellegrini, LaBri, Bordeaux

2 Assume that the problem is already distributed on entry to MUMPS
(it might be impossible to store the matrix on a single processor)
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Parallel Analysis Phase

Parallel Analysis Phase

Reasons to assume that the problem may already be distributed
on entry to MUMPS

Parallelism required not only during the linear solver

Mesh or physical problem may have been partitioned anyway

Mesh easier to partition than matrix (smaller graph)

MUMPS could benefit from more information coming from the
application (inject a good initial partition)

MUMPS team Future Functionalities and on-going Projects 65



Parallel Analysis Phase

Parallel Analysis Phase

Current version of MUMPS (ICNTL(18)=3)

Structure of the matrix is centralized to perform analysis

Numerical values are redistributed (all-to-all)

Future version (ICNTL(18)=4 ?)

Distribution based on partition of the physical domain

Information on the interface between domains is provided

Analyze the graph on each domain (partial elimination tree)

Gather information on the interface and finish the analysis on the
interface

Remark : mapping and scheduling of the computational tasks
done as before ⇒ performance of factorization not affected by
imbalance between subdomains
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Parallel Analysis Phase

Remarks on possible API – Node Separators

Case 1 : Separator=nodes (finite element approach)

S

Provide list of interface variables for each subdomain

If i ∈ D1 and j ∈ S, aij provided on process responsible for D1

If i ∈ S and j ∈ S, contributions on aij from both D1 and D2

⇒ Similar to substructuring

⇒ Element-entry possible/natural
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Parallel Analysis Phase

Remarks on possible API – Edge Separators

Case 2 : Separator=edges (finite difference approach)

S

A node/variable is part of a single partition

If i ∈ D1 and j ∈ D2, aij can be provided either on D1 or D2

Probably less natural/slightly more difficult for us to handle
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Other Functionalities

Outline

1 Partial Factorization and Schur complement

2 Singular matrices and detection of null pivots

3 Out-of-core Execution

4 Parallel Analysis Phase

5 Other Functionalities

6 On-going Projects
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Other Functionalities

Other Functionalities (that have been suggested)

Distributed (dense ?) right-hand side
I arbitrary user distribution ?
I distribution corresponding to distribution of input matrix ?
I component i provided on one or more processors ?

Element-entry (matrix not assembled on entry to MUMPS)
I Provide the elements distributed over the processors
I Spool the elements one-by-one

Use 64-bit integers to access large arrays
(current limitation : MUMPS arrays cannot exceed 2 giga entries –
16 GBytes for double precision arithmetic).

Determinant of symmetric matrices
Factors need not be stored, only diagonal entries useful.
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On-going Projects

Outline

1 Partial Factorization and Schur complement

2 Singular matrices and detection of null pivots

3 Out-of-core Execution

4 Parallel Analysis Phase

5 Other Functionalities

6 On-going Projects
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On-going Projects

On-going Projects

1 Contract with Samtech S.A. (2005-2006)

I Led to a preliminary out-of-core version of MUMPS where only
factors are stored to disk

I Research and Developments in progress

2 ANR CIS-SOLSTICE (2006-2009)
I Goal : develop high performance parallel linear solvers (MUMPS,

Pastix, hybrid direct-iterative solvers)
I Partners : INRIA-Futurs/Labri (coordinator), CERFACS,

ENSEEIHT-IRIT, INRIA/LIP, CEA/CESTA, EADS-CCR, EDF
R&D, CNRS/GAME/CNRM,

I Some of the planned MUMPS future functionalities will be developed
in the context of this project.

3 SEISCOPE consortium (2006-, coordinated by Geosciences Azur)
I Goal : develop seismic imaging methods
I Strong interactions with S. Operto and J. Virieux
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On-going Projects

Possible Type of Direct Collaboration with an Industrial

1 Industrial finances a small percentage of a functionality (contract)

2 We discuss the specifications/API together

3 We implement the functionality

4 Industrial user helps with the validation / we provide specific
support

5 Functionality is made available widely in public domain version
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On-going Projects

Possible Type of Direct Collaboration with an Industrial

1 Industrial finances a small percentage of a functionality (contract)

2 We discuss the specifications/API together

3 We implement the functionality

4 Industrial user helps with the validation / we provide specific
support

5 Functionality is made available widely in public domain version

Examples in the past

SAMTECH : prototype out-of-core version of MUMPS where factors
are stored to disk. Application to finite-element package SAMCEF.

CERFACS/CNES : provide a Schur complement matrix distributed
over the processors (2D block cyclic distribution) on output to
MUMPS. Used to model wave propagation involving coupled
systems.
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Out-of-core Parallel Factorization

Emmanuel Agullo
Abdou Guermouche

Jean-Yves L’Excellent
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Context

Out-of-core

Solving sparse linear systems

Ax = b : 1 M variables
⇒ A = LU (Direct methods)

Current limits : BRGM matrix

3.7× 106 variables

156× 106 non zeros in A

4.5× 109 non zeros in LU

26.5× 1012 flops

Physical constraint
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Ax = b : 1 M variables
⇒ A = LU (Direct methods)

Current limits : BRGM matrix

3.7× 106 variables

156× 106 non zeros in A

4.5× 109 non zeros in LU

26.5× 1012 flops

Physical constraint

 Memory required

   Core memory
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Context

Out-of-core

Solving sparse linear systems

Ax = b : 1 M variables
⇒ A = LU (Direct methods)

Current limits : BRGM matrix

3.7× 106 variables

156× 106 non zeros in A

4.5× 109 non zeros in LU

26.5× 1012 flops

Out-of-core

 Memory required

   Core memory Disks

Use of disks
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Context

The multifrontal method (Duff, Reid’83)

3

5

4

2

1
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A= L+U−I=

Fill−in
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0

Memory is divided into two parts (that can
overlap in time) :

the factors

the active memory

Factors
Stack of

contribution
blocks

Active
frontal
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Active Memory
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E. Agullo Out-of-core Parallel Factorization 76



Context

Outline

1 Preliminary Study

2 Out-of-core Storage of the Factors : prototype implementation
Our approach
Experimental Results
Preliminary Performance Analysis

3 Simulation of an out-of-core stack memory management
Simulation of an out-of-core stack management
Analysis and improvement of the memory peaks

4 Conclusion and future work

5 Integration in MUMPS
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Outline
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Preliminary Study

Preliminary Study

Main test problems : large matrices (from PARASOL, SAMTECH,
CEA/CESTA, M. Sosonkina)

Order nnz nnz(L|U) × 106 Ops×109

Symmetric matrices
audikw 1 943695 39297771 1368.6 5682

brgm 3699643 155640019 4483.4 26520

coneshl mod 1262212 43007782 790.8 1640

Unsymmetric matrices
conv3d64 836550 12548250 2693.9 23880

ultrasound80 531441 33076161 981.4 3915

(Statistics with METIS)

MUMPS : Multifrontal Parallel Solver for both LU and LDLT

Selected values : the bigger over all processors for :

I the peak of total memory

I the peak of active memory
Factors

Stack of
contribution

blocks

Active
frontal
matrix

Active Memory

Total Memory
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Preliminary Study

Memory Requirements
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Consequence

First step : store factors on disk (well adapted for few processors)

Second step : stack should also be out-of-core (larger problems or
many processors)
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Out-of-core Storage of the Factors

Outline

1 Preliminary Study

2 Out-of-core Storage of the Factors : prototype implementation
Our approach
Experimental Results
Preliminary Performance Analysis

3 Simulation of an out-of-core stack memory management
Simulation of an out-of-core stack management
Analysis and improvement of the memory peaks

4 Conclusion and future work

5 Integration in MUMPS
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Out-of-core Storage of the Factors Our approach

Outline

1 Preliminary Study
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Out-of-core Storage of the Factors Our approach

Out-of-core Storage of the Factors

Synchronous Version :
I Use standard write operations
I Factors are written to disk (possibly with low-level system

buffering) as soon as they are computed

Asynchronous Version :
I Threaded version
I Double buffer mechanism

I/O Request   

I/O

Computational
Thread

I/O Thread
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Out-of-core Storage of the Factors Experimental Results

Outline

1 Preliminary Study

2 Out-of-core Storage of the Factors : prototype implementation
Our approach
Experimental Results
Preliminary Performance Analysis

3 Simulation of an out-of-core stack memory management
Simulation of an out-of-core stack management
Analysis and improvement of the memory peaks

4 Conclusion and future work
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Out-of-core Storage of the Factors Experimental Results

Experimental Environment

Main test platform : IBM machine at IDRIS (Orsay, France) composed
of 4-way and 32-way Power4+ processors

Memory limits per processor :

Number of procs 1 2-16 17-64 65-

Max memory 16 GB 4GB 3.5GB 1.3GB
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Out-of-core Storage of the Factors Experimental Results

Results : we can solve

Bigger problems : brgm matrix

Same problems with less memory (cf preliminary study)
example : ultrasound80

total mem per proc active mem per proc

1 proc (16GB) 1101 million reals 218 million reals
4 procs 360 million reals 154 million reals

Same problems with less processors
Matrix Strategy min procs
ultrasound80 in-core 8

out-of-core 2

conv3d64 on 1 proc with 16 GB memory :
OOC version ok, IC version runs out of memory
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Outline

1 Preliminary Study

2 Out-of-core Storage of the Factors : prototype implementation
Our approach
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Preliminary Performance Analysis

Compare performance of IC and OOC strategies (when enough
memory for both)

I In-core
I Aynchronous I/O
I Synchronous I/O with a buffer

Time for factorization (matrix coneshl mod) :
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Preliminary results

RED : time Asynchronous version
time in-core GREEN : time Synchronous version
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Assesment

Impact of locality

In several cases, out-of-core version as good as in-core version !

Explanation : better memory locality (frontal matrix always in the
same area of memory)

Impact of platform

(GPFS) no guarantee that each processor accesses its own disk...

⇒ Disk contention may occur

Impact of system buffering

Uncontrolled memory overhead

Unpredictable cost of I/Os
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Assesment

Impact of locality

In several cases, out-of-core version as good as in-core version !

Explanation : better memory locality (frontal matrix always in the
same area of memory)

Impact of platform

(GPFS) no guarantee that each processor accesses its own disk...

⇒ Disk contention may occur

⇒ Use of local disks

Impact of system buffering

Uncontrolled memory overhead

Unpredictable cost of I/Os

⇒ Use of Direct I/O for stability (no intermediate system buffer)
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Use of local disks (cluster of linux bi-processors from
PSMN/FLCHP, 4 GB per node)

Direct I/O Direct I/O P.C P.C. in-core
Matrix Synch. Asynch. Synch. Asynch.

ship 003 43.6 36.4 37.7 35.0 33.2
thread 18.2 15.1 15.3 14.6 13.8
xenon2 45.4 33.8 42.1 33.0 31.9
wang3 3.0 2.1 2.0 1.8 1.8

coneshl2 158.7 123.7 144.1 125.1 (*)
qimonda07 159.2 89.6 190.1 171.1 (*)

Elapsed time (seconds) for the factorization step in the sequential case
(*) : not enough memory

Direct I/O : use of a small additional memory-aligned buffer
(available on most platforms)

P.C. : system approach, based on a system buffer (pagecache)
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Use of local disks (cluster of linux bi-processors from
PSMN/FLCHP, 4 GB per node)
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Out-of-core Storage of the Factors Preliminary Performance Analysis

Parallelism and local disks (CRAY XD1 system at CERFACS)
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Out-of-core stack management

Outline

1 Preliminary Study

2 Out-of-core Storage of the Factors : prototype implementation
Our approach
Experimental Results
Preliminary Performance Analysis

3 Simulation of an out-of-core stack memory management
Simulation of an out-of-core stack management
Analysis and improvement of the memory peaks

4 Conclusion and future work

5 Integration in MUMPS
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Out-of-core stack management Simulation of an out-of-core stack management

Stack memory management schemes
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Out-of-core stack management Simulation of an out-of-core stack management

Simulation of an out-of-core stack management

The different scenarios

All-CB scheme : all children prefetched

One-CB scheme : children loaded from disk one by one

Parent-Only scheme : each child loaded row by row
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Out-of-core stack management Analysis and improvement of the memory peaks

Outline
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Out-of-core stack management Analysis and improvement of the memory peaks

Parallel multifrontal scheme

Type 1 : Nodes processed on a single processor

Type 2 : Nodes processed with a parallel 1D blocked factorization

Type 3 : Parallel 2D cyclic factorization (root node)
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Out-of-core stack management Analysis and improvement of the memory peaks

Analysis of the memory peaks

Master Task (static)

Slave Tasks (dynamic)

P3

P0

P1

P2

Memory ratio of the active tasks Memory ratio of the
Scheme master tasks slave tasks sequential subtrees contribution blocks
Stack in-core 0% 0% 27.11% 72.89%
All-CB 5.93% 42.97% 0% 51.10%
One-CB 0% 0% 75.10% 24.90%
Parent-Only 0% 48.32% 51.63% 0.04%

Memory state of the processor that reaches the global memory peak when the
peak is reached (audikw 1, 64 processors)
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Out-of-core stack management Analysis and improvement of the memory peaks

Decreasing the memory peaks

Symmetric problems : decreasing the size of the subtrees

Unsymmetric problems : splitting of the master tasks
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Conclusion and future work

Outline

1 Preliminary Study

2 Out-of-core Storage of the Factors : prototype implementation
Our approach
Experimental Results
Preliminary Performance Analysis
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Conclusion and future work

Conclusion

Direct I/O

More robust than system based approaches

Performance stability (predictable cost of I/Os)

⇒ Crucial for defining (future work) scheduling strategies

Treating even larger problems (stack OOC)

Some critical cases already exhibited

⇒ Now, modify algorithms to take into account these contraints
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Conclusion and future work

Future work

Assess memory limits of parallel multifrontal approach

/ Large frontal matrices
, Not so critical with parallelism
, Techniques exist to reduce stack size (Guermouche, L’Excellent

TOMS’06)

Out-of-core stack memory
I What to write ? When ?
I New memory management

Adapt scheduling strategies to parallel out-of-core factorization

Minimizing I/O volume

Implementation and validation within MUMPS
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Integration in MUMPS

Outline

1 Preliminary Study

2 Out-of-core Storage of the Factors : prototype implementation
Our approach
Experimental Results
Preliminary Performance Analysis
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Analysis and improvement of the memory peaks

4 Conclusion and future work
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Integration in MUMPS

Integration in MUMPS

Factors on disk

Implementation in MUMPS already used by some users

Solution step ⇒ PhD T. Slavova (CERFACS)

Interface

Activation : ICNTL(22)6= 0 (on the host)

Memory allowed (in MB) : ICNTL(23) (optional, on the host)

Temporary directory (on each processor) :
I MUMPS structure : mumps par%[DSCZ]OOC TMPDIR
I environment variable : [DSCZ]MUMPS OOC TMPDIR
I default value : “/tmp”

Filenameprefix (on each processor) :
I MUMPS structure : mumps par%[DSCZ]OOC PREFIX
I environment variable : [DSCZ]MUMPS OOC PREFIX
I default value : automatic choice
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Main test problems

Order nnz nnz(L|U) × 106 Ops×109

Symmetric matrices
audikw 1 943695 39297771 1368.6 5682

coneshl mod 1262212 43007782 790.8 1640

Unsymmetric matrices
conv3d64 836550 12548250 2693.9 23880

ultrasound80 531441 33076161 981.4 3915

Other test problems

Order nnz nnz(L|U) × 106 Ops×109

Symmetric matrices
brgm 3699643 155640019 4483.4 26520

coneshl2 837967 22328697 239.1 211.2

ship 003 121728 4103881 61.8 80.8

thread 29736 2249892 24.5 35.1

Unsymmetric matrices
qimonda07 8613291 66900289 556.4 45.7

wang3 26064 177168 7.9 4.3

xenon2 157464 3866688 97.5 103.1
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Appendix Use of Direct I/O (main platform)

Use of Direct I/O (main platform)

Direct I/O Direct I/O P.C. P.C. in-core
Matrix Synch. Asynch. Synch. Asynch.

audikw 1 2243.9 2127.0 2245.2 2111.1 2149.4
coneshl mod 983.7 951.4 960.2 948.6 922.9
conv3d64 8538.4 8351.0 8557.2 8478.0 (*)
ultrasound80 1398.5 1360.5 1367.3 1376.3 1340.1

brgm 9444.0 9214.8 10732.6 9305.1 (*)
qimonda07 147.3 94.1 133.3 91.6 90.7

Elapsed time (seconds) for the factorization step in the sequential case

Direct I/O : use of a small additional memory-aligned buffer
(available on most platforms)

P.C. : system approach, based on a system buffer (pagecache)

(*) : the factorization step runned out-of-memory.
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Appendix Limitations of the Multifrontal Method ?

Limitations of the Multifrontal Method ?

Out-of-Core : left-looking vs multifrontal

Rothberg and Schreiber (1999) ; Rotkin and Toledo (2004)

(switch to) left-looking to avoid large frontal matrices

possibly more I/O in multifrontal (if active memory is OOC)

However :

Frontal matrices can be distributed over several processors

Multifrontal method : each data is written once, read once

Guermouche, L’Excellent ’05 : pre-allocating the parent can
reduce the volume of active memory (and of I/O)

⇒ Still room before reaching intrinsic memory limits of multifrontal
methods
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Frontal matrices can be distributed over several processors

Multifrontal method : each data is written once, read once

Guermouche, L’Excellent ’05 : pre-allocating the parent can
reduce the volume of active memory (and of I/O)

⇒ Still room before reaching intrinsic memory limits of multifrontal
methods
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Management of Parallelism
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Context

physical problem → discretization → need to solve

Ax = b

where A is a large sparse matrix

Parallel Multifrontal Algorithm : A = LU , LLt or LDLt, uses
a tree structure.

I Good spatial and temporal locality (BLAS 3)
I Good potential for parallelism
I Numerical robustness (partial pivoting with threshold)
I Large memory requirements for large 3D problems

→ Memory usage is critical :

Load balancing under memory constraints (hybrid scheduling)

Out-of-core factorization
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Multifrontal and Parallel Multifrontal Method

The multifrontal method (Duff, Reid’83)
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Multifrontal and Parallel Multifrontal Method Parallel multifrontal scheme

Parallel multifrontal scheme

Type 1 : Nodes processed on a single processor

Type 2 : Nodes processed with a parallel 1D blocked factorization

Type 3 : Parallel 2D cyclic factorization (root node)
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Multifrontal and Parallel Multifrontal Method Parallel multifrontal scheme

Dynamic behaviour of the processes

Priority given to message reception.

Processes do not compute and treat messages simultaneously
(single-thread).

Main algorithm :

while ( ! global termination) do
if load information is ready-to-be-received then

Receive and process the corresponding message
else if another message is ready-to-be-received then

Receive and process it (new subtask, data, . . . )
else

Process a new local ready task (if any).
If the task is parallel, proceed to a slave selection (dynamic scheduling
decision) and send work to others

end if
end while
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Multifrontal and Parallel Multifrontal Method Task mapping and scheduling
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Multifrontal and Parallel Multifrontal Method Task mapping and scheduling

Static mapping

Layer L0 and subtrees determined in a top-down process

Each type 2 node has a master processor and a set of candidate
processors

masters and candidates determined using a relaxed proportional
mapping + a bottom-up process.
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Dynamic
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Multifrontal and Parallel Multifrontal Method Task mapping and scheduling

Dynamic Scheduling (1/2)

Two dynamic schedulers :

Task selection (which node should be processed next ?)

Slave selection (who will help processing a given node ?)

Task selection :

Manage a local pool of ready tasks

Strategy is local to each processor

Usually, LIFO strategy (depth-first traversal)
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Multifrontal and Parallel Multifrontal Method Task mapping and scheduling

Dynamic Scheduling (1/2)

Two dynamic schedulers :

Task selection (which node should be processed next ?)

Slave selection (who will help processing a given node ?)
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Multifrontal and Parallel Multifrontal Method Task mapping and scheduling

Dynamic Scheduling (2/2)

Slave selection (Workload-based srategy) :
→ A predefined (static) master processor dynamically chooses slave
processors less loaded than itself.

Unsymmetric Symmetric

Master

Slave 1

Slave 2

Slave 3

Master

Slave 1

Slave 2
Slave 3

Example of distribution of the work with an even share of the work for
each slave processor
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Multifrontal and Parallel Multifrontal Method Estimation of Memory Requirements
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Multifrontal and Parallel Multifrontal Method Estimation of Memory Requirements

Estimation of Memory Requirements

Distributed process : Each process estimates its own memory size

Need to forecast / allocate the required memory

Depth-first traversal

Simulate memory variations (active memory, factors)

For a given task :
I If master → consider the memory cost of the master task.
I If slave → consider the worst case size of the slave task.

Limitations : Severe over-estimation of the memory space

Max
granularity

Master

N candidate
processors

N x >>

Max slave task

⇒ Use of an average-case estimation (+ small relaxation)
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Multifrontal and Parallel Multifrontal Method Estimation of Memory Requirements

Consequences of average-case memory estimation

New requirements :

Need to inject memory constraints in dynamic schedulers

Need to anticipate memory variations (memory has greater
variations than workload)

Need to design more reactive schedulers (to manage memory
problems)

Irregular partitioning of frontal matrices necessary (more freedom
to respect memory constraints)

Advantages :

Increased freedom to improve static parts of the schedulers (eg,
more candidates)

Fully dynamic algorithm possible
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Hybrid scheduling for the parallel multifrontal method
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Hybrid scheduling for the parallel multifrontal method Bi-criteria scheduling

Modification of the static part of the scheduler

Use more candidate processors in the bottom of the tree

Zone 3group
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Hybrid scheduling for the parallel multifrontal method Bi-criteria scheduling

Modification of the static part of the scheduler

Use more candidate processors in the bottom of the tree
Motivations :

Good efficiency of fully dynamic schemes on small numbers of
processors

Distribute memory among the processors belonging to the same
cluster near bottom of tree

Natural management of locality of communications

More freedom to map the subtrees to the processors while
respecting a proportional mapping

Properties :

for x ∈ zone3, nb cand(x) = nprocs zone3

Same set of candidates for all nodes in one group.
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Hybrid scheduling for the parallel multifrontal method Bi-criteria scheduling

Hybrid Dynamic Scheduling (1/2)

Constrained slave selection strategy

Irregular matrix blocks for both symmetric and unsymmetric cases

Choose slave processors s.t. workload well balanced while
respecting memory constraints (workspace available, size of
communication buffers)

P0 P1 P2 P3 P0 P1 P2 P3

Load Load

Memory Constraints

mapping

During the slave selection : if the memory constraint of a processor is
too strong, then it is not selected
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Hybrid scheduling for the parallel multifrontal method Bi-criteria scheduling

Hybrid Dynamic Scheduling (2/2)

Memory Constraints : available memory, size of communication buffers,
gap between current memory state and estimated memory.
−→ Maintain information about gap with prediction from analysis

Mechanism based on message exchanges

For each slave task :
gap=gap+(estimated size - effective size)

Broadcast gap to other processors

During a slave selection :

mem constraint(Pi) = min(available memory, buffer size, gap)
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Hybrid scheduling for the parallel multifrontal method Experimental results
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Hybrid scheduling for the parallel multifrontal method Experimental results

Experimental environment

MUMPS : MUltifrontal Parallel Solver with treshold partial pivoting for
both LU and LDLT

Test machine : IBM SP system (IDRIS)

8 nodes of 32 processors Power4+.

96 nodes de 4 processors Power4+.

We used a maximum of 1.5 GB memory per processor.

Test problems (reordered with METIS) :

Order nnz nnz(L|U) × 106 Ops×109

Symmetric matrices

audikw 1 943695 39297771 1368.6 5682

coneshl mod 1262212 43007782 790.8 1640

Unsymmetric matrices

conv3d64 836550 12548250 2693.9 23880

ultrasound80 531441 33076161 981.4 3915
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Hybrid scheduling for the parallel multifrontal method Experimental results

Memory behaviour (64 processors)
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Hybrid scheduling for the parallel multifrontal method Experimental results

Memory behaviour (128 processors)
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Hybrid scheduling for the parallel multifrontal method Experimental results

Factorization time
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Hybrid scheduling for the parallel multifrontal method Experimental results

Sensitivity to memory relaxation
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Hybrid scheduling for the parallel multifrontal method Conclusion and perspectives

Hybrid scheduling : conclusions and perspectives

Memory is better estimated

Improved static mapping

Improved slave selection strategy
I Balance workload under memory constraints
I Irregular partition of frontal matrices
I Exchange mechanism to maintain coherent memory and load

information in the distributed system

Can still be improved :
I Improve choice of next task (among pool of ready tasks)
I Inject more memory information in static mapping phase
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Hybrid scheduling for the parallel multifrontal method Conclusion and perspectives

Current and Ongoing work

Work on theoritically guaranteed static scheduling techniques.
I Approaches based on theoritical models like the malleable tasks

model
I Focus on performance in a first step
I Inject memory constraints

Extended the developped techniques to the dynamic case

Design specific schedulers for the out-of-core factorization
I Limit the core memory requirements
I Avoid critical situations (be aware of I/O operations)
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Possible points to discuss

Comments on current version of MUMPS
I API and functionalities
I Numerical behaviour
I Performance aspects
I Installation

Future functionalities :
I Comments
I Other functionalities needed
I Priorities

Other questions / answers
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Unsymmetric test problems

nnz(L|U) Ops
Order nnz ×106 ×109 Origin

conv3d64 836550 12548250 2693.9 23880 CEA/CESTA
fidapm11 22294 623554 11.3 4.2 Matrix market
lhr01 1477 18427 0.1 0.007 UF collection
qimonda07 8613291 66900289 556.4 45.7 QIMONDA AG
twotone 120750 1206265 25.0 29.1 UF collection
ultrasound80 531441 33076161 981.4 3915 Sosonkina
wang3 26064 177168 7.9 4.3 Harwell-Boeing
xenon2 157464 3866688 97.5 103.1 UF collection

Ops and nnz(L|U) when provided obtained with METIS and default MUMPS input
parameters.
UF Collection : University of Florida sparse matrix collection.
Harwell-Boeing : Harwell-Boeing collection.

PARASOL : Parasol collection
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Symmetric test problems

nnz(L) Ops
Order nnz ×106 ×109 Origin

audikw 1 943695 39297771 1368.6 5682 PARASOL
brgm 3699643 155640019 4483.4 26520 BRGM
coneshl2 837967 22328697 239.1 211.2 Samtech S.A.
coneshl 1262212 43007782 790.8 1640 Samtech S.A.
cont-300 180895 562496 12.6 2.6 Maros & Mesza-

nos
cvxqp3 17500 69981 6.3 4.3 CUTEr
gupta2 62064 4248386 8.6 2.8 A. Gupta, IBM
ship 003 121728 4103881 61.8 80.8 PARASOL
stokes128 49666 295938 3.9 0.4 Arioli
thread 29736 2249892 24.5 35.1 PARASOL
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Iterative refinement for linear systems

Suppose that a solver has computed A = LU (or LDLT or LLT, and
a solution x̃ to Ax = b.

1 Compute r = b−Ax̃.

2 Solve LU δx = r.
3 Update x̃ = x̃ + δx.

4 Repeat if necessary/useful.

5 MUMPS : controlled by ICNTL(10)
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